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Scenario A B C D E
Xen server’s Workers 2 in Ubuntu 2 in Dom0 1 in Dom0 + 1 VM 1 in Dom0 + 2 VMs 2 VMs only
App. wall time (hh:mm:ss) 00:34:31 00:34:41 00:38:00 00:38:50 00:38:35
Total working time (hh:mm:ss) 06:05:58 06:05:40 06:46:37 07:28:29 06:48:42
Speed-up 10.6 10.5 10.7 11.5 10.6
Scheduling Efficiency 96.4% 95.8% 97.3% 96.2% 96.3%
Block assignments’ 6.68 5.11 2.89 5.68 4.78
standard deviation (s)
Xen server’s throughput 368.92 366.22 367.30 368.96 367.48
(individuals/hour)

Table 1: Execution statistics

Performance Metrics
For experiments development we used diverse machines from the
LNCC network: desktops, shared multicore workstations and a
2-core server with a Xen installation to create virtual machines.
To measure the scheduling method’s and VM’s performance, five
independent scenarios were considered as depicted in Table 1.

•Xen server’s Workers: The amount and context of the Work-
ers running inside the dedicated Xen server. In scenario A, the
dedicated server ran a standard Ubuntu Linux OS, while in the
others it ran with a custom Xen kernel for VM instantiation.

•App. wall time: Wall time of the application, as measured
by the Master. Not valid for drawing conclusions on perfor-
mance of the Xen server, because other machines’ resources
were shared and not fully available in some scenarios.

• Total working time: Sum of the wall times of the Workers
for the entire application, allows to calculate the speedup. Sce-
narios C and E spent more time because the Quad core servers
were performing other tasks. Scenario D shows more time be-
cause of the three Workers in the dual core Xen server.

• Speed-up: Ratio between the application’s wall time and the
total working time. Represents the gain of performing the sim-
ulation tasks in parallel.

• Scheduling Efficiency: Ratio between the speed-up and the
number of Workers. Represents the utilization rate of the Work-
ers, measures the load balancing efficiency of the scheduler.

• Block assignments’ standard deviation: Calculated after find-
ing the average block assignment times of the last job (genetic
generation). Measures the time dispersion commited by the
scheduler in trying to balance the task loads of a given job.

•Xen server’s throughput: Measurement of the number of sim-
ulation runs completed by all the Workers in the Xen server per
time unit. The Workers running on standard Linux were not
significantly faster when compared with the Workers running
each inside a VM pinned to a processor. The worst case was
using the Xen kernel without VM instances (Dom0).

The load balancing of FSS was validated in all scenarios both by
weighting the average Workers’ idle time (less than 5%) and cal-
culating the standard deviation of the task block evaluation times
(less than half the time of a simulation run). In each scenario,
the execution time of the application varied because the hetero-
geneous resources were shared. However, the performance of the
dedicated Xen server, with two Workers running each on a VM
pinned to a core, was not statistically different than the case of
running on native Linux.

Conclusions
The load balancing provided by the FSS method was validated
by two indicators, the efficiency and the standard deviation of the
assignment times for a given genetic generation or job, under dif-
ferent scenarios with heterogeneous shared resources, effectively
minimizing the idle time of the Workers.

The use of virtual machines, under the paravirtualization paradigm,
was shown to be a viable option for compute intensive applica-
tions. More specifically, it is ideal for simulation optimization
methods, because both the processor power and task weight be-
come known. It was observed that pinning each VM’s execution
to a core offered good results. More experiments with multicore
machines (4 or 8 cores) are needed to validate this approach.

To scale the application geographically we are experimenting with
other communication methods, such as Web Services, which can
pass through firewalls.

The optimization algorithm finds a suitable solution that removes
99% of the volume by placing two pumping wells at the zone
with the highest contaminant concentration and one more well at
the other. Figure 3 shows concentration contour lines correspond-
ing to the contaminant and the location of the pumping wells.
The intial state of the problem is shown by figure 3(a). Figure
3(b) describes the state of the aquifer after 600 days without any
remediation. Finally, 3(c) presents the alternative of having the
three pumping wells that were found as optimal solution. Figure
4 is a plot of the contaminant’s volume versus time in days.

Figure 4: Resident contaminant’s volume

Figure 3: Contour lines

Optimization
A genetic algorithm was chosen as optimization method to find a
suitable solution that offered maximum removal of the contami-
nant with a minimal cost, based on the number of wells, locations
and pumping rates.

Numerical Simulation Results

The simulator solves the mathematical model of the aquifer and
determines the quantity of contaminant that was removed by the
pumping wells. The hypothetical problem was finding three pump-
ing wells that removed the most contaminant of two contamina-
tion zones, one having twice as much contaminant as the other.
To solve the problem, 1120 simulation tasks were performed in
six generations, the latter representing scheduling jobs.

Figure 2: Task partitioning using FSS

Task Scheduling

In [Costa et al. 2008], we concluded that in an heterogeneous en-
vironment, the Factorial Self-Scheduling (FSS) method is an ade-
quate self-scheduling method because of its tradeoff between load
balancing and communication cost. [Yang et al. 2007]

The architecture chosen for this system follows the Master/Worker
model and modular design of Figure 1. A machine is chosen to
become the Master, and the Worker programs are replicated in
available grid nodes.

The Master Component

Is responsible for creating, partitioning and distributing the tasks,
required by an optimization job, among the Workers. It is entirely
written in the Java programming language. The component is
robust in the sense that discovers the available Workers at run-
time and it can detect if there was a failure in the evaluation of a
task block and retry it later using another Worker.

The Master is composed of the following modules:

• Initializer - It handles the initialization of the application, by
providing setup information to the other modules in the Master.
The initializer module also reads a list that contains the location
of Workers and discovers which of them are available.

•Optimizer - Here, a population of candidate solutions is gen-
erated. In the initial step, the candidates can be created ran-
domly or based on preset information. If additional iterations
are needed, an evolutionary algorithm creates a new popula-
tion based on the previous one. In every step, the population is
passed as a job to the scheduler.

• Scheduler - It’s main function is to take a population of can-
didates received from the optimizer as a job to generate and
distribute task blocks among the Workers. The task blocks are
created by a partitioner, whose partitioning method is chosen
manually at the setup. Once the blocks are calculated, they are
consumed by the Workers using the producer-consumer thread-
ing approach.

• Interface - The communication is implemented by using Java
Remote Method Invocation (RMI), which allows methods of
remote Java objects to be called, even between geographically
separated processes.

The Worker Component

A Worker calls instances of a simulator that solves the mathe-
matical model of the aquifer and calculates the fitness function of
each candidate. It is also written in Java, except for the simula-
tor, which is a pre-existing Fortran program [Loula et al. 1999].
Once a task block is received, the simulator iteratively solves the
physical model for each candidate . The results are gathered as a
task block and sent back to the Master.

Figure 1: Implementation architecture

Introduction
This work presents experimental results obtained with a distributed
system that gives support to a parallel numerical simulation opti-
mization method used for modeling the environmental problem
of a contaminated aquifer and its remediation by pumping wells.
The Factorial Self-Scheduling method (FSS) was implemented to
schedule the tasks and its efficiency was measured. We argue
that creating VM instantiation under paravirtualization is viable a
viable approach for doing numerical simulations and present per-
formance comparisons of different scenarios to validate the use of
virtual machines.

Implementation Architecture
The optimization algorithm needs to evaluate, via numerical sim-
ulations, a great number of candidate solutions to find an optimal.
In this system, these tasks are done concurrently in the grid. We
will consider the folowing definitions:

•Application: An instance of the cleansing problem and its so-
lution using an evoluationary algorithm.

• Job: The evaluation of a given population created by the evo-
lutionary algorithm, consisting of finding the fitness values of
its candidate solutions.

• Task: The evaluation of the objective function of a candidate
solution to find its fitness value.

• Task block: A group of tasks that represent a population or a
fraction of it.
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